


































































Diffusion Language Models DLM

J Sohl Dickstein E Weiss N Maheswaranathan

5 Ganguli Deep unsupervised learning using
non equilibrium thermodynamics arXiv 1503.03585 2015

3 Austin D Johnson 3 Ho D Tarlow R van denBerg
Structured demoising diffusion models in discrete state

spaces arXiv 2107.03006v3 2023

above are general DZMs

S Sahoo et al Simple and effective masked diffusion

language models arXiv 2406.0752402 2024

5 Shi K Han Z Wang A Doucet M Titsias

simplified and generalized masked diffusion for

discrete data arXiv 2406 0432904 2025

above are masked DIMs

S Dieleman et al Continuous diffusion for

categorical data arXiv 2211 1508903 2022

above is continuous DLM

S Lin et al Think while you generate Discrete

diffusion with planned denoising arXiv 2410 0626402
2025

above is a uniform DLM





































































Y Lipman et al Flow matching guide and code

a Xiv 2412.062 6 v1 2024

A Lou C Meng S Ermon Discrete diffusion modeling

by estimating the ratios of data distribution
arXiv 2310 1683403 2024

above are from a flow perspective

L Rout C Coremenic S Shakkottai Anchoved diffusion

language model Neur IPS 2025

mallied DLM with supervised latent

Note that there are many other DIMs that either

propose a new model and or side the above models

e g LLaDA GGM DVO UDLM GIDD BD3 LM
marking uniform noise mixed e litersion Air

Please refer to a for references

Thanks to Litu Rout for discussions on the notes

and figures

























































Overview of a Diffusion Language Model

Figure 1 Forward noising process

mood

Image Inspired by tallis from 1 2,3 4

Before we discuss general DLMs consider the currently

most popular noising model the masked DLM At a

high level language is tokenized where each token

is a integer representing a word in a learned

dictionary For example if a GPT 2 Byte Pair Encoding

BPG is used the basic dictionary consists of a vocabulary

of 50,257 words in the dictionary which is augmented
with a few extra words such as mask and any
other special words as needed

Unlike autoregressive AR language models a DLM





































































has predecided a fixed number of tokens e.g
4096 Aliens where eash token is a integer from

the vocabulary

Training a DLM

In the case of a masked DLM the forward

noising process starts with a Le token sequence
in Figure 1 arranged as a grid of colors with

each color representing a distinct integer The

diffusion evolves over T steps indexed by time

te it I

At a random time we will specify the details later

each token is flipped to a mask token such

that at t 1 all tokens are masked see

Figure 1

The reverse process learns to unmas tokens and

the learned denoising transformer is trained using
a cross entropy loss details later in this note





































































Figure 2 Inference with masked DIM

L tokens

Inference with masked DLM

During inference we start with all masks and
iteratively unmask as illustrated in figure 2 The

denoising transformer with bidirectional attention

predict logit for all currently mashed tokens based

on already unmasked toliens Then the next iterate

of tokens are sampled from these predicted logits

one or more than one taken can be unmasked

depending on the specific unmasking strategy this

parallel decoding is possible





































































For inference with a prompt the prompt is

tokenized and the initial token state is set to

eastate

Note that we will need to do supervised fine tuning
on the base model which is trained to only
start from all masks to handle prompts as above

e.g instruction fine tuning with question answer pairs

Masked Diffusion Language Model we use

notation from 13PM 2 see also MDLM 3

MD 4 4 and ADL M 9

oooo
x

g
71 ground truth data joint dist over

L length token sequence





































































K vocabulary size D 1,2 k

note that this initudes the mask token
enlooded as the integer k

token
sequence 7C x x xt

with x ̅ E Simpleic K 1 i e

I sics 0,13

124

i.e one hot encoding representation of a word in

the vocabulary with X K corresponding to mask

The forward process The process is modeled as

a time inhomogeneous Markov Chain over a

discrete state space
9 machan

sorting

Zo 2 Z zt É state

T
typically Zo X but
theycandiffer see pp20 slit E





































































i it 0,1 2 73

Sli t i i ie one step
before His

q
Ze a q zinc

where
g zi a C.at zE dzX Cr aemm

where m α E 0,1

20 1 20724 α 0

1

so
I





































































Notation r g Cat x da 1 2701

for 9 b one hot vectors at 0,1

ye a b r a P Y a 2

r b P Y b 1 2

If CE Simplex K 1 i e c

prob vector CR

with C 20 E.ci 1

Then r g Cat x act G α b

Hotator one hot
with 1 atEED

component

j P Y C j j
j P Y j e 2





































































Equivalently the forward process is a time

inhomogeneous Markov Chain

q zt1z
Cat Zi Zs 1 m

YE Id Note that notation is abused as

earlier notes the variable Ze encodes both the

value of the state as well as the time

Suppose Zo X x Then observe that

the above time inhomogeneous MC can either be

in state of or state'm and once masked

remains m for all future times absorbing

state

recall 20 1 deli Atli D by defn of 2 1





































































Showing that the two characterizations are

equivalent

g zi a Cat zÉ 222 radon

q z
a 9 z zi.si q ziti

9 z z q ziti

x m

Also recall z X m by construction Thus

We denote P ZE m X d q zi m i
hadnotation butconsistentwithliterature

Then q z m d q zE m
2,1m q Zsembe

q zE m zi x q zi
x see





































































i e

1 2 1 1 as q zE X zf x as

q zi xlzi.se 1

q zi mlzi x

Next the reverse posterior distribution is

given by

qlzilzi.si 9

a II'I






























9E

Consider two cases so
x

i Z m Here Z m and Z

iq z5 zi x cat zg zE

i ZE m Here Z m or 25 71

glzi mlzim.is 9
y ie

qlzilxD c.atzE api aimI



q 21
1 zf m a 1

i e

q zilzi.si cat 25 it E m

Learned Reverse Proless for Unmasking

Similar to the ELBO derivation in Note 10 we

now parameterize a learned reverse process for

unmasking Specifically we learn a reverse

transition probability Po Zs Ze sit
parameterization

Po Zs z Poles ze

parameterized as conditional product form

Note We use to indicate design choice parameterization



and Po Zs ze is trained to approximate
the reverse posterior distribution by learning
to predict 21 from Ze i e

from Ze predict a categorical distribution
over x ̅ Unlike the continuous state space

setting where we used Tweedie's formula to

predict the conditional expectation of given

kt here the prediction is a categorical

distribution i.e

D8 Ze Simplex K 1 is a prob
vector with

ze j 20 É 2 g 1

Next parameterize the learned reverse transition

probability po z Zt using the reverse

posterior q 2s z.pl see as follows



Recall q 25 zero
m wit If
it up α

Also the learned categorical predictor x ̅ is

x ̅ j with prob Xf Zt j

jth component of the

Thus we parameterize learned predictor

polzi z q 2s
ze 21 d 2 i

T.tt
Interpretation po z g

mate

9 21 2 7

since we do not know I predict a

distribution over 2 and use the weighted
reverse posterior with weights corresponding to

the estimated probabilities



Recall that from 4a and 4b we have

Cat 25 z

zftmqlzilzi.si
cat zi E

Zf m

Thus when ZE m we have

Po 25 z

M wit TI

wip 1st xdcz.AE

catfzi 1 7817 1

12



and when zf m Zs ZE i e

Po 2s 2 cat z z

i.e

Cat 25 ZE zit m

polz E

catfzi Ñ A E

Zf m

In literature this is usually written as

polzilz q 25 z _The
This now

a pool vector and
need not be one hot

The learned categorical distribution D8 Ze



has two properties 3,43

Zero maskign D8 Zt m 0

i.e do not predit mark

Everunmaskign for any ZE m

Not Zt Zf 1 i.e for an

unmarked token ZF predict x ̅ Z w.p.to

Deriving the Training Loss

Similar to Note 10 the training loss is

derived using the ELBO lower bound also

referred to as NELBO Negative ELBO

in literature



So far we have denoted Zo X i.e the
first step of the discrete diffusion process is

the ground truth However sometimes it might
be useful to have an extra post processing
step e.g extract answer or permute tokens

etc In this case we would have

Zo Z Zp Z

to enable

file is

Training Loss

as
eiiiifiiii.int

EZnngl.in instead.ae

Cross entropy loss between
predicted categorical distribution and
one hot entoded ground truth token



Claims Inpo x
p

x

Pf x x 312 712 In this proof we

will write the proof for 2 1 the general call is

available in I and follow ups

Recall the ELBO lower bound Note 8 pp 9 10

Note 8

fi enSPo42diatent
z

en P.kz
iq1 z lnEanaam it
Who parameterizesforwardprocessq 21m

E
g ÉD

Now as in Note 10 DDPM ELBO derivation pp 5

and Delomp 2 pp 9 we have forward

process parameterized by at and
Z Zo Z as the latent variables

instead of X1 X2 X as in Note 10 inset



Note to

to the right Emendation en
Pg

Eamm auasfentgffo E.tn fim
Inpolrolx

Thus we have
0 if 20 71

In polx Egczoi.z.la Mpolnlzo

tenet t.enfit.it o
Tiki TT

We now simplify the third term 6 as

follows

6 eqca.a.in enhf II



Consider the ith term in this expression

6 item

E.ie
en i

I

Ezemngem Ezsm glamla.mil n http
p

Caselis Ée m i.e Zen X

Here a 0 To see this

a
q zammlz.am a in

we

q 2as last in

recanse of car king



Caselli Zeli m

a
Ezsmnqamla.am n http Y y

q Zsn m
z m

m In 245m
Zen m

Po Zsh m
Zec m

q 2511 21 z m
m In 2511 2

zen m

Po 2545 Zec m

In this case 2 1 case here

Po Zsa ZHD m

cat 2s 1 717 1

12

q zsmlzn.FM x cat Zs 1 a E m



i a en

C can

select the jtht.nl There

I correspond to x

i e x
5ᵗʰ position

70 Ze

pize g
5ᵗʰ position of the predicted
prob vector

But 10 2x j 70 Ze x

i a

1 in ro a



Putting both cases together

a 0
Zen m

414 1410124 zec.im

Thanh
dropped see below

Finally observe that if Zz m and given x

710 Ze X because of carry over unmasking

Hotze x 1

In dp zx a 0

1 1
endoczi

no need for indicators

encholze a



6 item

E.ie
en i i

I

Ezemngem Ezsm glamlam.fr http
p

Ezargin if endocza a

Now put together all terms to get the
ELBO loss

Bs


