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NEACEDLANGEVIN DYNAMICS Reference I

Note : Here "annealed" is used in a different
,
more

general sense than when one says "annealed Scores".

For now
,
we mean it in a way that encompasses1

things like "simulated annealing.

Recall Langei Dynamics.

[ &X = J (niT(x)dt + EdBt

initialized at X10)~(0)·

Let Law (X(t)) =(t) · Then we have

kL(i (t) (l +) = e
- Ct

4)(π(0) ((it)

where C depends on LSI .

To

it
⑳

I 10)

This is an example of a method that transports ene
distribution to another. Generally all sampling related
problems can be thought of in this way

.
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You can almost alwaysview a sampling algorithm

from the perspective of the path that the law of the

iterates takes .

--O ·
π-y

InTT · t -r(1- t)
it = e ... "temperature annealing"
it = He ... "Oh process"

The different paths have different uses.

"Reverse On process" - iterates more less
,
but also

difficult to compute

"temperature annealing" -> easy to compute but take
a long time.

We have seen thatany AC path t is it can be

implemented as an SDE/ODE

"Velocity/drift field for particles" "path of law of iterates"

*Some algorithms are not iterative . Like GANs ·
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Absolutely continuous (AC) path tilt means Ut

im
minimize over all couplings of XandY

where ↓ which have marginalsas

We (u, r) =

I inf Six-y(1ar(x, Y))
12

T : r(x) = M

u(Y)= 2
&The squared cost of

denotes the wasserstein-2 distance
moving

In particular, the SDE/DE ,
which is a description of a sample path

samples : dX = V+ (x)dt+ 1dB+ ;X(t)vP(t)

has a corresponding as an evolution of measure.

Law3 : j = --. (vt - p) + xp

To what extent can we design algorithms/think about problems

from the "Law" perspective ?

~o It (target)
Cinitialization/gaussian) [

our bespoke path.

What should this path be ! How can we traverse it ?
How can we think about errors !
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I
measures onR

&

Let +ent
,

ite
,
(1R% be such a path.

Annealed Langevin Dynamics is one way to try and follow this path

dX = Jmn
+
(x)dt + EdBt
-
changing target distribution.

At all times
, running "Langevin" towards a changing

distribution.

Depending on it , we may never really "converge" ;

there is nothing to converge to
! Lets say we even

initialize at Law(X(0)=(0)=
"

.

↑10) = no-~it it
can interpret this as trying to "track" It with ITCA)

To see how far we are at any time from where we

"should be"
,
let try to bound KL(ITCH it)
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If
8 = - y . (vt pt ) (D

then

11/2 (ot)Ihim-
S

and in fact there is a unique field ut satisfying (1)

such that11vz/zpt) =himWet
so the optimal 110

+ 12(pt) is characterized by

how fastot tries to more density around. This makes

sense because Ut is a drift of an ODE which does

precisely that. One way to interpret this is that the

driftIt implements many infinitesimal optimal transport maps.

Girsanov
-

Let X (0)~P , (0) ; y(0]NP210) and

dX = uf(x)d+ + vdBt Es p = -0. (u
+
p)++P

dy = v!(y) at+ 2dBtCi = -y .(wt'p) +09

then

ki (p , (t)/Pe(t)) 6110s -we'll d +LP
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Now
,
to bound KL(n + 1t(t)

LetIt generate It ,
so

+it = - 0 . (ut · πt)

then we have

Mt =
- 0 . (Ut + Jin Ht) . Ht) + & it

because

- 0. ColmiTE . it) = - S . (Oit
=

- 0. (Ont) =
-xπt

Let X 10] ~iTI0) and YI0] ~iT" with

dX = (0x + 0(πt)dt + F-dBt

and dY = clutdt + redBe &"Annealed LD"

and denote Law (Y(t)) = (t)

(note that Law (X(t)) = A+ by definition)

so by Girsanov -

-

k(n
+ 11 (t)) = Sll0g/l(s)ds + k)nolln()

6
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This quantity
t

S1NsIl( + 1) &s
O

is called the "action" of path te its

if 110s"LCs) is large ,
it changes quickly

at t = S and so ALD "falls behind".

Interestingly ,
this bound scales with the speed at

which we try to track it

let - > #p denote the same path ,
but with

time moving I times slower

Th
*=

then we have=In

so the focker-planch equation fori reads

=(K de

=

- - 1 8 . (U)
Kh
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so Tt is generated by 1
N

Let Cori
+ denote the feld that generates iTk

-> (Opt=E
the action of this new path can be

expressed in terms of the action of the old path .

Let A denote the action I(H) de
and let A denote the action 11 EMIs I as

Let s = +/ . we have

T

/It = Thymdt
= (wi] , 12ds . A

The

- Cursa

That is,

A= An
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so the KL distance between the algorithm and the

trajectory can be reduced by simulating the trajectory
slower

.

See Reference O for details (including analysis of
discretization error)·
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-FIRSTORDER STATARStmphReferencei.
Convergence ofLD in KL is governed by LSI,

dX= JMH(X)dt +EdBt ; Law(X(t)) =(t)

-> kL(π(t)((H) - e

-i

kL(n (0) (1)

where CisI ~ LSI constant We also have the related :

↳ *(H(t)(i) = e-
t(p) fr(i (0) ((π)

where Cp , ~ Poincar constant

poincave intrition
-

Poincare constant can be large for benign distributions
like a well-separated mixture of gaussians. M-

f(x) f(x) MG)
-un--
-

Here &fludusn) is quite large but S(f'(n))du(a)
is very small. The Poincare constant of a distribution is small

↑

if it can explain the variance of any witness function by observing
its derivatives.

https://goodnotes.com/


Consider a mixture of two gaussians

-
↑

LD doesn't mix well in this setting ,
since iterates Can

get stock in one of the two modes for an exponentially

long timeuntil a random kick sends them to the other mode)

- every soon)

- >A

but
-

↑ Cafter along time]

u--
depends a lot on initialization , or "warm start".

but there is a sense in which the iterate law has

99

stabilized
"

quickly in both settings.
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-FisherDivergenade Brijn,

& kL(+ (t) (1) = -Fi(n(t)()i)
dt

where FI(CIIS)=E1OIGP
An Fl guarantee implies a type of"Local" KL guarantee·

Let Ba(r) denote a ball of radius E around X ,
and

let M1B
, (x)

denote the distribution I conditioned on

being in Ba(X)

So the density is MMaxB
E KL (MilB(o) IlMlB]Averagelasee
E

Eur) e A
In other words , convergence in F1S Conditioned on

small neighborhoods , sampling is accurate in KL on average.
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① M/B
,
(x)(x) (x))

For smoothI around a we have

u (y) = M(x) + (y -m)T-M(u) + O(ly -y()

-> S usidy = (o(x) + 0([2)) Vol(Ba())
y + Bq(x)

and

M(m)=
S /]dy

y + By(x)

& Let Jafly denote the gradient wrt a evaluated

at b . we have

* 10 MiB
,

(x)(z)(z = x = blogu(x)

& log N/Bg(x)(2)(z=u = Talogm(zz =x -Ozyl
no 2

=-Ign
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= k (MBa(xd)((M2(Bq(x))
X ~M ,

=Ellog-log
= EE

Xown , X,MyBa()(12M, (x)(ot (ix) - log Melb((Xo+ (x, -x))
uorder E

=EEM()( +GM, ((X) - louz(y(x)(x) + (x, - Xo)T
- (opM , /(0) (** - & log (,)
about the same I

(11810My(x)
- BlogMB)< 2) EM ,l,-

~ /E 11Olog()-(
=ETulima)
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We can integrate de Bruijn to get the following :

- KL(iT(t)(π) + 1x(π(0)π)=((t)(π)at

= [F(π(t)(π)d z + F(+ Yuct(d+ (i)
Here the last inequality follows by Jensen because

# (x1B) is conver if a

·

F(fid lit)
See Reference& for an analysis of LMC.

Note that this is an "average iterate" guarantee,
T

that is
, on theLawof St (t) at

O

It will be useful for us to extend this analysis

to the setting of Annealed Langevin Dynamics.

Now we have

(((t) It) =kCl S= t
+dk((s)(lit) Is
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We have from before

&(((s)(Int)(s =+
=
- F((n) t )lπt)

and

& ( ( + (t)(I)(s== Indias

=Id I dSIs
= &Int d

=E
so integrating

T

KL)n(0)1ln) + SE [iii] It is

= T F(fSπ(H)d+ 1(πt)

H(+π(t)d+ 1)-+Si- ↑
initialization error tracking a moving path.

Not mentioned : discretizationerror Can be handled

similarly to Reference②

Now we have some handle on KLand Fl for ALD .
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I have dropped all normalizing factors. Anything that looks like a
measure is a probability measure -

-taranteesfor posterior sampling

We have the following picture. Jignority normalizing factors)

·
pe-ty = posterior

Poor s
we can think

of this as 2
= standard

a probability gaussian

measure

How do we combine the orange and green paths to

lead us to pe-ly ?

Stage2

veryt
bei
a

6

z

Stage l : sample from 8-18 using LD
-

dX = (0(y(x) - x)dt + EdBt



Because delt is strongly log-concave

we can sample from it efficiently.

Stage2 : Travel from rely to pety along
the path tip-fety for some sufficiently large
T

. We will use Me to denote Pre-ly

We see that for large enough T, P = & =Perely
Mi-t can be thought of as the posterior of the noised prior

PT-t ·
As -T

,
this the fire posterior .

We will implement this transport using Annealed Langevin
Dynamics.

Note thatnM+(X) = On Pot a function
of X

= -In pt(x) - JLy(x)

& LD towards Mi-t is

&x = (p(mp(x) - J(y(x))dt + 22dBt
T-E

We will useI to denote the law of the
t

iterate X (t).



Parameters

#how long to run Stage I ,
should be aroundlog t

↓↓ get kL(re-4 ,
Law (XTi)) < E

T2 : where to start the "reverse process" Stage 2 :

should be around legt to ensure that

12) Piety , Law (X+]) < E

# : speed factor to improve errors

2 step size for discretization ; set to K-14

#gorithm :

Sample a standard gaussian
Take XowN(0 ,Id)

Stage I

For it [T ,]
Iterate LMC for very
Xi = Xi- 1

+ ( - J(n(y(xi - ) - x - 1)2+y .

Xo = XT
,

Stage 2

For it T2/n -> 0

Iterate Anneal & Langerin Montecarho

Xi = Xi - 1
+ (S(Xi - 1

,if- TLy(xi -1)2+E



Assumptions

&,the prior over & is M-subgaussian .

② The score of the priorImp(n) ,
is 2-lipshitz .

③ The loss Lyln) ,
is 12-smooth and convers

SKETH
-

① The results about ALD allow us to track within

KL provided we bound the action of the path.
t

12(Melse) = S10sCMs] &s
↑& of exact inequality because of

I errors-discretization
where It generates M +-+

= -- (Ut M+-t

Once we have this
, we can use the speed K to control

the error in KL.

& The results about "approximate first order

stationarity" allow as to track in F1 provided we

bound

SEMUT



Need to bound two quantities that depend onhow fast

UT-t changes.
t

(1) The action SlIs)cus &s requires some

"metic" understanding , depends on a wasserstain

limit - how fast does mass more under + MT-
?

(2) The quantily MF is more ofa
"information" based grantly ,

like a KL distance.

The key to both of these is the following Lemma

(we know that Me tr ,
this characterizes how fast,

pantwise)
di In M(X)- poly (m, , , d) (l+l+I- t
dt

[ dimension
at most

~ et for larget
d

quadratic inI
I ↑

-

~off for small t
X

various constants , subgaussian norm of the prior, Lipschite
constant of the score

,
smoothness of the log likelihood, which we

will assume for readibilityare all I for the next few pages.



Once we have these
,
we can show that

Theorem
-

Let Pt denote the law of Xt in stage2 of the alg.

There exists to = poly (1/k]

satisfying both

-> kL(M
+ < Pex) < poly (d , /)

-> Fl (P+x , Mo) = poly(d/k)

Notes
-

DIn comparison to
LD guarantees , results

based on

Girsanov switch the arguments in the KL. You can sweep this

under the rug by givinga TV guarantee , because

TV<L

and TV is symmetric

2) The Fisher guarantee byitself would actually follow

from Reference② if we ran LMC towards Mo
,
but

Y

we will see that this is not useful . lets assume we

have this as SC: 0



In an instance consisting of a mixture of gaussians ,
one can

think of almost a canonical posterior sampling problem as

trying to recover specific modes

htNe
-

&
p Tp-Ly

Sep
-

AI In this figure, the top now describes the prior and Likehhord

secondrow describes the ideal postor, while the final

Now offers a distribution M satisfyny F1(u' , pety)
Thissmall, is sometimes called "mode collapse".



The benefit of using Annealed LM2 as we describe is

that it naturally specifies a "warm Start" schedule for

distributions that get closer to the true posterior.

The KL guarantee for My serves as a regularia

that prevents the type of mode collapse referenced previously

3) In comparison with Spot Gibbs , this method gives us away

to tune a hyperparameter I that directly polynomially
Connols the errors in KL and F.


