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Posterior sampling

So far goal was to sample a bi the

ground truth dist We now focus on conditional

sampling i.e 01 p x
y

where

y is some side information measurement about

the specific x that we are interested in

Examples include y part of an image

y blurry image y text string for editing the

image etc A few image examples are below

Imagecredit L Rout et al Beyond firstorderTweedie Solving inverse

problems using latent diffusion CVPR 2024



Image credit LRout et al solving linear inverse problems provably

via posterior sampling with latent diffusion models NeurlPS 7023

Image credit L Pont et al RB Modulation Training free

stylization using referente based modulation ICLR 2025



Connection between inverse problems and posterior

sampling
see also 7

Given measurement y we could as a base case

solve an optimization problem to recover x i e

augmin LyGD why Lyl is the
x loss funition

e g suppose y A 7

noise

meg b e.g blurry camera
Then Ly o y 1131112

If the problem is ill posed i.e no unique solution

we would regularize this as

min Ly x 9 1
regularizer to biastowardI
a spelitissolution

In particular we could use the prior distribution



x to regularize using the following reformulation

of the above optimization Sample 7N 9 6 where

9 1 satisfies

q avg min Eng Ly X KL 91112
g

no 91 se
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argmin KL qullzpx.se 4 In Z

g

This is minimized when 9 171 a e

In words
q is the posterior distribution that

is given by the measurement loss tilted groundtruth

prior distribution

Notes We could instead consider content y and

an associated reward Ry x In this case

the above discussion can be restated as

mg Exng Ry X α KL ql1p

where P is the nominal base distribution Then

identical to above we have

Ry 21

9 i α e P a



As an aside observe that the solution to RL

PPO Proximal Policy Optimization closely resembles

the exponentially tilted distribution above Thus

posterior sampling can be used as a possible

approach for addressing RL problems whith we

will discuss in later classes

In summary we can view inverse problems or K 2

regularized reward optimisation as posterior sampling

problems In this note and the subsequent classes

we discuss a few approaches to sampling from the

posterior

a Training based direct approaches where we

train finetune a model for 9 1.1
b Training free approaches aka test time optimization

where we have access only to C and

Lyl the goal is to sample from the

tilted posterior Importanie sampling splitGibbs
approximations to posterior



Given many examples of0121555 train a new ground truth model

9 y 2 P ly Thus we reduce the posterior

sampling problem to the standard generation problem

discussed so far

This approach can be refined as follows As in

the diffusion case we can learn conditional

annealed stores

Selxely T.fr aly

in P.lk

IlnP Ylxe IInpM IInpI
T.am toTeasurementbated

annealed storeguidance

The vector field in the diffusion decomposes into the
sum of two terms the standard pre trained annealed



score along with a measurement based guidance

term Intuitively the unconditional score points
toward the manifold of images whereas the guidance
term points toward vectors that are consistent with
the measurement y

We can now train a smaller network using data

of x y pairs to learn only the guidance term

or finetune the store network using this data
to directly incorporate the guidance term For

tent conditioning we can directly train the base
model using text dropout 9 see references below

8 P Dhariwal and A Nishol Diffusion models beat GANS

on image synthesis arXiv 2105.05233 2021

9 3 Ho and T Salimans Classifier free diffusion

guidante arXiv 2207.12598 2022

10 Sander Dieleman The geometry of diffusion guidante

blog post August 2023 Sander ai 2023 08 28 geometryhtml



Training free approaches

These approaches assume access to only the
unconditional sampler i.e P G or some

variant such as Filmp 1717 and the goal is

to generate conditional samples during test time

Retionsampling

Setting we have access to a black box that
returns samples Xin P x Goal is to

use this sample access to instead sample
from x α e's p al the tilted
distribution

Suppose that the reward Ry x 0 rman

Ryle
Then observe that 9 61 n



where Z Se a do 1

Ryn 20

9am
e n etm.pk

Let M erman

We are now in the setting of rejection sampling
see Note 1
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a e



i.e An Bernoulli e
man

Then q x P x A 1

ie sample repeatedly x Npc compute

e
men

and generate a Bernoulli e

If Ai 1 then return Xi

Split Giblissampling

BedIn Reall Gibbs sampling Note 1 to sample

from 9171,2 Suppose that we have some

mechanism that allows us to generate samples

from
g x z and

g
z x

The prev motivation in Note I was that we can

sample from sectors and needed to generalize to vectors

x 2 Then the Gibles sampler specialized to this
case leads to the following algorithm



Initialize with 70

Loop 1 0,1 2

Generate Zin 9 Z x

x 9 71 Z

Then Qi Zi x z g n z

Note that the above procedure direitly also applies
if DEIRA ZE IR and appropriate samplers

g 7112 and g zh are available

Spells sample from a g
a pan

or more generally palaly α pm FÉT
Here pusha e for media t.it end

z x e dy Below we will stick to

e 271 for concreteness



First introduce a new variable Z D and
rewrite as

x z x z y pylase Salzy
samply pair Zy

diva Ex

me s z

Now relax the hard constraint 2 21

Salz e for pro

Note that as p o e s z

Relaxed sampling problem is

x z
gola zly

me e 514
2112



Let 90.2 z page
f
1121 he

913 2k e
4

e that

Suppose we can sample from each of the above

two conditional dist Then we can use Gibbs

sampling to return a sample x z that
is consistent with qp x z y Further by letting
p 0 we can get close to the true posterior

see 2,3 5 6 Below corresponds to 3

Sampling from Observe that corresponds to

the posterior when 2 y n noisy observation

But this is also the same as the sample from the
forward process at a specific noise level depends

on p in This connection is used in 33
to show that we can use the standard reverse

DDPM DDIM initialized at a specific time and IC Z

to get a sample from



Sampling from go z a a e
9 21 512 21112

Given P Z we can sample from this using

LMC or some variant e.g MALA Metropolis

Adjusted Langevin Algorithm whith uses CMC

to propose the next step and accepts rejects

the next step using MH Algorithm

The Split Gibbs sampler will asympotically converge

if p is scheduled appropriately but there are

limited guarantees on the number of steps in

general would be exponential in dimension d

Importance Sampling Test time Monte Carlo

Recall that for DDPM the key function that is

needed is the annealed score

Selxely T.fr aly



We now show that Sz Aly can be

represented as

P91710 a e
ko

y

Exolx.ae P
slxo

Yn lr.pelxt y
Exolxexx P Y Xo

fplslo.SE pe xobce
doco

P 71010 Pt 310 a doco

Thanks to Advait Paraleker for deriving this relation

We will prove this soon but first remark on the

implication of this identity

Suppose that during test time we are evolving
the reverse process such that the current

state is It and the measurement is y



Then in principle we can use the standard
unconditional DDPM or DDIM sample to get

no no so Pe Xt

repeat for i times run DDPM starting from initial time t
and initial state xx and evolve to t 0 xp
1 1 4 n

We can use these samples and approximate

f p s a Pelto a do

T.E.PH xo

with concentration results quantifying the vanishing

approximation error as a function of n the number

of samples similarly for denominator of



Lemmal

In er pelxt.ly

fplsla.dk pe x0 xe
doofP

1oio Pt 310b1e doco

Proof We have

x p s xo Pe x.lk dxo

fp slxo IneP Do xt dno

Splslao FaEfI P landa

Sp 91 0 Ynt npelo1obcxdptM.lx doo



p slo m en Pf petiole diso

Pellobi P ᵈ Bayesrule

where p at no α e
2 dolt

because of the forwardGaussian noising proless

Also
I

m enPG.fi
l Intent

I

p sho
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i.e
x p slo Pe x.lk dxo

fp sho 1
j
t nelnpttt Pe no ne ddo



Next we have

In In p.ly s1e Taxer p 91no a Pt Home Ado

In en
p slo pe solace dx

fiiii.it

me

Eriiiii.is in
SPlsmo 1a Petiole do

Impmpett
p s xo Pe x.lk dxo



Ia Pt 9 a Taxempt at

Pismo P.to a dr

Sp slo Pe x.lk dxo

Also we have from Baye's rule

In In Pt atty Ineln P.ly ne IaxlnPtMe

T.ly
O

o From above and the result follows Dh

While these methods above in principle resolve the



test time posterior sampling problem they are

computationally challenging Specifically they
require many cells to the denoising score network

which can be expensive e.g with importance

sampling as above we need 2nt calls for

estimating and if the overall diffusion

process is over T steps then the total number

of calls nt

Henie in practice approximations are used which

we will explore in subsequent notes Here
we only discuss a popular approximation called

DPS Diffusion Posterior Sampling 103

Diffusion Posterior Sampling ID

Recall that In InPelity algae
ax

at test time



Now

In en Pe y a In en Pe 9 no t p ke do

Freen p 9 710 Pe to 2 doto

mean Exolm P 91 0

Let g x p y xo

Then g x g x ̅ g x x x ̅

H O T

DPS Approximation g no g x g r

first order appron do x ̅

where x ̅ Exolx.ae Xo Xe x

ie x ̅ MMSE Re E



In words x ̅ is the minimum mean square
estimate of Xo given Xx Recell from Notes

9 9b that

MMS E 78 5 x So or

Tweedie's Formula
unconditis is known

Thus using Tweedie's formula in the reverse sense

from our previous use the MMSE X E can be

computed using the available unconditional score

Inter Pe y a mean Exolx.ae Pe Y Xo

Ine en Exolx.in 9 x ̅ g a No x ̅

In In g t IgG EM.ato x

0

In en P T Ex.lx.mx d

Icomputed using unlond score



Note that this is computationally much cheaper

as we require only one additional call to the

denoising network in each denoising step of the

diffusion

Refs
11 H Chung J Kim M Mccann M Klasky and

J Ye Diffusion posterior sampling for general noisy
inverse problems arXiv 2209.74687 2022


