


































































DDPM Training and ELBO
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In this note we derive the loss function that

is used in practice to train the DDPM denoiling
network

We consider the evolution of the forward process
over T discrete time steps te 0 1,2 T

The random variables are denoted by





































































Xo X Xp where we denote their

joint distributionby g
x x Xp DeeRd

Notation

We abuse notation to also use g for
their

marginals and conditional distributions Thus

9 71 17 1
is the one step forward conditional

from time E 1 to t Note that q 71 174 1

is a different function from q Me He We

technically should use gene
i However

to be consistent with literature we use notation
as above

Also we will use N x M E to denote the

density of a Gaussian v.v Xerd with density
evaluated at x and whose mean and covariance

are y and Σ vespeitively





































































The forward process mimics an OU process i e

g 710 Xo the data distribution

and q t 31 1 N x FB 1 BI

where Be t 1,2 T are hyper parameters

Furthermore as each step is a conditional Gaussian

they can be composed together to rewrite as

q x x N Re Exo i E I

1 Be and I I αs Recall from

Note 4 Claim 2 that for the OU process we have

etx Feet z Xo x

I 4 NO I L E O T

dx dt Nsd Bt Xo x
continuous time





































































This observation can be used to select at and

thus Be appropriately Furthermore recell
for T large enough we have

g x N x 0 I

In the discussions below we will keep the
notation general i.e as at BB with the

understanding that they are chosen as above
if we are tracking the OU process

The learned reverse process parameterized by

We denote distributions related to the reverse process

by Pol Thus Po 70,74 7 is

the joint dist of the reverse process We

parameterize it as a reversed time MarkovProcess sit

Po scope ie place II Po e lace





































































and pollen 7 N 7 1 Molle t Eo t

Tariable funitionT

Recall from Note 9 that we want to learn a

Pol that reverses the forward process i.e

Po 1 171 1 q x and polole q de

We next show that this goal can be achieved using
an ELBO lose formulation for training a model

with parameter 0

Recall from Note 8 pp 9 10 VAE that

e Poms Eagan In
1

71
cog ikelihood to

TROT
In the DDPM setting I 70 Z 11,22 t

fixed as hyper param Bt with

901 x g xo N





































































Thus we optimize for the loss function

O x

Elxi ixanql.to lnPo Xo X1 X2 XT

9 X1 Xa Xt 210

Following 1,3 we decompose this in two different

ways The first makes the relation to our discussion

in Note 9 clear and the second enables

efficient parameterization for training

Dealt

Elxi ixdnql.to lnPo CoX1 X2 XT

9 X1 Xa Xt 210

Emmxanql.tn enpolxd E ln
Pq





































































9
ʰ

E.es ifisfit
Elxiixdnql.to lnPqf

E enqYif ine

KL divergenies are between dist since we are using
bad notation to parameterize dist as a function of time

we use dummy variables in pencil below to distinguish

between v us that we are conditioning on and

dummy variables in divergence terms





































































betternotation Po C

KL q a Ipo x1 faith e

Ecxiixangc.to EKL 9 ne i1Xe llPo neIXe
H Xo

The key observation is that if the model class

is sufficiently rich minimizing this loss indeed

will result in

polar glxe and po t.it e g x i x

DH This leads to a tractable

learning formulation

We start from the same loss function as above

but decompose it differently as below





































































Elxi ixdnql.to In Po to X1 X2 X

q X1 X2 X 1 10

Ecxmxanql.to enpolxe E lnPq f
9 it t.si addi Etonafiing

Baye's rule q 1kt 1 g ke oct 1 70

9 71 7 11 0 q 71 1 Me 20 g at 710 9th
9 1 1,710 q Nt 1120 q

Ecxi xdnql.to lnPolXe

Eren fi

entage





































































Emma.am f enq.fi EdnPqfifi.t
lnpolxolxi

Emma guns

KhÉ lEzkl194mxt.no HPolatd
Inpo nolxi

III Lioia ii _for one fixed
Xo P n q 710

The population loss is
min Exompa

L 0 Xo





































































Note The Decomp 2 allows tractable computations

because the terms in the KL divergence are

Gaussian and hence have a closed form solution

KL NCM9 IN 4,07 94 12 en E

Specifically

9
71 1 7,70 N 71 1 Mt t BI

where I ftp 7 FI a F Ftnt
and Be Bt

and

pollen 7 N 7 1 Molle t Eol t

Typically Eight t T I

hyper parameter

Thus the K2 divergences in with learnable

parameters can be expressed in closed form





































































this simplifying computation when training Specifically

Lty 0,710

Ecxiixa qc.to KL 9
ne1X 01o 1Po at tx

With Gaussian as above

4 10,20

Ecxi xanql.to 2
1 Mt Xt 310 Mo Xt t 1

C

I.no
Further by construction of the forward proless
we have

7 no E FLEE
NO





































































Lt 110,710 C

Eames llEtE
Ifj
Iii

Mp n no E t 1

So far Mol has been general Motivated by
the form of the loss function above we

parameterize Mpt in the same straiture as if
when we move the parameter 0 to a predictor of

Ko given Kt 70,0 71 7 is 0 parameterized
predictor of 710

Man FI a FEET he from pp 1 actual fly
learnehle parameter

o

Mollet IE ntht t

earned prediction of
instinct3

with no using only atlearnable
parametro

Ñt at talk Peace





































































Substituting for Mel see pp 11 we have

Molott t ftp com
t

predicts Yoise E using
state 7

Thus substituting in we have

Lt 1 0,10 C

Ee no a
118s Eo Entree e 113

Thus the population loss minimized corresponding to

term above is Exon a L 0 Xo

This learning objective leads to Ep Reit ie

a learned denoising funition that map the latent at





































































time t t to the noise estimate

Note that if was sufficiently rich the leaving

objective in leads to the MMSE as the

solution ie E.pt E Eo go whith

is an affine transformation of the score we

derived in the continuous time setting recell
Tweedie's formula relating MMSE and score

Tweedie's formula E Xolx x 7 071m p x

Also Xx Xo E are related as

XE IF FLEE forward process

construction

i Given Xz Xz we have

at NI E Xo Xe FT EEE ex
















































Substituting Tweedie's formula

E Elxe xe xp Xe 11 27xl̅np a

i e some affine transformation of the store

Finally the term Lo in pp 10 is handled

differently to provide a discrete log likelihood over

0,1 12553 in images pixel quantized into
one of these levels Please see 33 section 3.3

for details An additional modification is to

rewrite the expression averaged over time as

simple O

Es unity es 11EE socks Xo NFsE 511

on pH
E N 0,3



This leads to the following training inference

algorithms taken from 3

Credit Image tellen from 3

this is some affine
transformation of the

store see on pp 17

Thus the DDPM algorithm is a discretized

version of the continuous time dynamic that
was derived using the time reversal of the

OU process

More concretely we compute score at time ticks
T T 1 I and use this score to

evolve the process 7 t to 7 1 In the



continuous setting we are continuously updating the

score over the corresponding time interval

While the continuous time algorithm gives us

theoretical guarantees on sampling from the true

prior it is not immediately clear if the
discrete dynamics have some approximation
guarantees

We will study this in Note 14


