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Setting Given samples 711,712 In

from a ground truth distribution p
Gi Rd

In this note I use Px for groundtruth instead of
a super script as we use for the Legendre fennelduel

Learn a good approximation to pfa

Pleblepproain i Parameterize a class of distribution

functions go x De where

is the set of model weights and
got are the

associated prob dist functions

optimize ML to learn In
90

171

11ft 90171
use yet to discuss method to learn Jengo n

also known as score

ii Use this learned dist along with a sampling

algorithm e.g M H Langevin other SDEs to

generate new samples in 9 n

We will study this approach in DDPM flow models



Directly learn a sampler without explicitly

learning the distribution Thus the learned

model will take as input a sample from

a known distribution e.g a sample of a

Gaussian and output a sample from the

desired distribution a

zum
z pain
good approximation

deterministic to p
learned function ground truthdirt

In the language of optimal transport this is also

referred to as the push forward distribution and
the associated transport map is TÉ Mo Pot

maps
metaverse

to measures
Gaussian ue

No 3

We can also be somewhere in between where we

learn some conditionals but do not marginalize to explicitly

get Poxin as we will see below in the VAE



Variational Inference and VAE
ground truth
dirt

Goal Given samples 71,712 17m p.fr
learn a model that generates new samples

The Variational Auto Encoder pipeline

ground truth
dist

x pin f 2 1 simpola

99 212

Encoder

tu Pola z
Z

Decoder
later

Devices 9 11 81.7 Po 1

Jointly train two models nioder decoder parameterized

by 01,0 the model architectures are design choices



In addition to 0,0 that parameterize the encoder
and deloder conditional distributions the choice of
the latent distribution r z is a design choice

xerd ZER typically med resulting in

a compressed latent space
see remark below

r is chosen to be an easily samplable
distribution typically 8 z N 0 I

Remarks Though we are focussed on generation

the design of the VAE trades off between two

competing objectives

Erationewcomples We sample Znr

Then conditioned or Z Z we further sample

x ̅ Pot z

Here Ok corresponds to the parameters of the



decoder resulting from training using the VAE loss

ELBO see below

As an example suppose that the chosen decoder

architecture is PthetaleftxzrightNleftgaleftzrightsigmad11Iright
i e a Gaussian model with sigmadr2 a hyper parameter

Then the resulting
widetildeX would be generated by

first computing the conditional mean gthetaleftzright and
then resampling from a Gaussian with this mean

and Covariance of sigmadk2I

Another choice could be pthetaleftxzrightdeltah0leftzright
i e hatxhthetaleftzright Zsimgammaleftzright This decoder

does not require a resampling step e.g StableDiffusion
This determisti tranform can overcome decoder

samplingissuesleading to blurry images see discussion atend

The choice of the decoder architeiture will limit
the types of resulting distributions rhothetaleftxright that

can be modeled using this pipeline In general

one will not expect even in the infinite



training samples regime to have KLleftrholeftxrightrhothetaleftxrightright0
Note This can happen if the decoder is under

parameterized and thus cannot recreate samples from
the data dist

Compressed latent space xinmathbbRd is mapped

to zinmathbbRm typically a lower dimensional space
This compression is important for applications but
will potentially result in some approximation

error in terms of fidelity of the learned dist
wir t the ground truth

distribution.For
example in diffusion models with Stable Diffusion

the original B parametermodel x corresponds to

left512times512times3right786432 dimensions 512 512 pixels

in RGB The latent spare dimension is left64times64times4right
The diffusion model operates in this latent space
where gradients etc can be computed

tritably.This

trade off between fidelity and compression
is an important design choice



Encoder The encoder qphileftzxright is explinitly
parameterized as follows

uleftxrightvarepsilonsimNleft0Irightsigmaleftxright xx
Z

Zmuleftxrightdiagleftsigmaleftxrightrightvarepsilon
where varepsilonsimNleftOIright

In words qphileftzxrightNleftmuphileftxrightdiagleftsigmapsileftxrightrightright
diagonal

matrixThereparemeterization of the conditional distribution

of the latent variable Z through an independent

Gaussian varepsilonsimNleftOIright equivalently modeling the

parameters of the cond dist gphileftright through

phiequivleftMphisigmaphiright is important to enable

end to end training via gradient descent as

we will see later



Deriving the VAE Training Loss

Reall that there are two sets of learnable
parameters i parameterizes the encoder
distribution q z x and ii 0 parametrizes

the decoder distribution Po x z

The Vetrano Ek tower and

Maximum likelihood Ot
argmy In Po

x

objective for learning 0

Instead of directly learning a dist over se augment

to have a latent space Z and learn the joint
over x z Concretely

In pola In po x z
dz

log ikelihood for Z

en P.kz
91

dz lnEzngam F f



Jensen's Ineg

geqEzsimqphileftxrightleftlnleftfracpthetaleftnzrightqphileftzxrightrightrightELBOELBOLleftxright

Ezsimqphileftxrightleftlnpthetaleftxzrightrightintlnleftfrac1qphileftzxrightrightqphileftzxrightdz
HleftqphileftZxrightright

Thus

inLBOleftxrightint_zlnleftfracpthetaleftxzrightqphileftzxrightrightcdotqphileftzxrightdz
ELBO leftMthetaphiright

Nleft0IrightintqphileftzxrightlnleftfracpthetaleftxzrightgammaleftzrightqphileftzxrightrightdzEzqphileftzxrightleftlnpthetaleftxzrightrightKLleftqphileftzxrightrleftzrightright

learnableparameters

i fidelity of generation

alpha1leftxright

Iii Compression of

latent
alpha2leftxright



i 2,1N Ez g zm
In Po z

This focuses on fidelity of generation To see

this note that po
x is a density funition

that is maximized when Z D and pot 1 is

a dirac delta function i e z matches x and

the latent is simply a copy of the data

Furthermore recall that this loss function is averaged

over R an a ie Exupa α

in the infinite sample limit Thus optimizing this

alone over 0,0 and ignoring 22 a leads
to the density of Z being the same as the

ground truth p 1a

Ii α a KL 9 za Ariz

This term optimizes for compression of the latent

Recall 812 N 0 I Thus this term tries



to make every gphileftcdotxright the same independent

of 71 In other words all the conditional dist
are pucked close to each other thus compressing

the latent

space.Example
A specific ELBO

CalculationSuppose

pthetaleftxzrightNleftgthetaleftzrightsigmadeiIright
hyper

parameterlearneble

function.ie

lnpthetaleftxzrightcfracleftxgthetaleftzrightright222sigmad12
In this case

ELROleftxthetaphirightleftbeginmatrixcEzsimqphilefttxrightleftfracleftxgthetaleftzrightright22sigmadex2rightkLleftqphileftzxrightgammaleftzrightrightendmatrixright

x1101 I



Training the UAE and reparameterization of
the encoder phi through leftMphisigmaphiright

Recell the VAE objectives from

samples:Max

0 varnothing

VAE Training
Objective

sum_i1n ELBO leftxiright
n iid samples given

from xisimpleftnright

Training with ELBO loss requires gradient w.it

leftphithetaright The gradient writ phi seems tricky
because varnothing parameterizes the dist with respect to

which we are falling

expectation.The
following re parameterization discussed in the

beginning of this note is useful

Zsimqphileftzxrightduphileftxrightdiagleftsigmaphileftxrightrightvarepsilon
where varepsilonsimNleft01right



We can now change variable to an expectation

over E With this change and with

My x h x Z N 0 I

InGlu h n end

we have KL 90 zin plz

Ed hens Cycas eh n

see 2 for derivation

Generative Adversarial Networks GANS

We next proceed to study GANS At a

high level the VAE used the ELBO bound

using Jensen's inequality This lead to an

approximation error in the objective w.r.t.to

the original intent of maximum likelihood that



is difficult to control characterize The GAN through

a dual formulation expilitly allows one to control
the approximation

Before studying GANS we study properties of the
KL Divergence

Forward vi Reverse KL

First a basic connection between ML and KL Divergenie

Suppose p Gi is the ground truth dist and

gola is a parametric family of dist where
O is the learnable parameter Then

KL pts golas pas en P die

pth lapt
n do Sptful enquidae



Exupt en p XD Exuptengo x
does nothave 0 dependence

i
min KL phill9,01ns my Exup ln9o

my Erengalai
given n iid

Famples

11 an Npt n

approximate the expectation
lmaimumlikelhood

estimation
by the empirical average

The above KL divergence is called the forward

KL as the ground truth dist is the averaging dist

The issue with the forward KL is that in an

under parameterized model class this can lead to

poor model fit

Pmtm



Suppose p n is a mixture of two Gaussian as

above but Q go go 0,1

i.e one parameter class with O being the mean

Now KL phil 11901ns pas en qfdx
Observe that

i If goal has low prob over regions where

p x is high then the loss is large

Eta
is large

Ii If goin has high probe over regions where

plus is small it does not matter

piano pm.ir o



pini

playoff

low put region of Ptful but
high put with go1m

Then the loss
main

KL p all Polas will

choose O sit there is sufficient coverage over

both modes even though there is a significant
mass on low probability regions of p a This

can result in a large number of atypical
samples when gala is used as a generative

model

ReverseKL KL goal 1pm

901m in
914 dx



Suppose that we use the reverse KL as the
loss for training the generative model Observe that

i If go in has high prob over regionsof
p n with low prod then the loss is high

became
qq.tt

is large

ii If goal has low probe over regions of

ptful with high prob it does not matter

gone 9am en 0

p 171

if

90 111 does not
sample from this mode



In this case go
u will result in typical

samples BUT will rarely sample from the

smaller mode mode collapse

Thus if one wants to prioritize typical samples

e.g realistic images over diversity of images
multiple modes the reverse K2 is the loss

function of choice

However the reverse KL has a problem We

do not have function access to ptla we

only have samples 74,2 7in p n

Thus it is unclear how to compute

KL 901ns pka go'm e 14 die

we do not know this and Tnuke the
forward KL we cannoteasily approximate
the reverse KL loss by empirical averages from
samples of 7 111



As we will see next the GAN is an approach
to resolve this issue of implementing a reverse

KL loss

Generative Adversarial Network GAN

notes follow discussion in 7

Beyond forward and reverse KL we could use

a variety of divergence measures iniluding the

Jensen Shannon divergence a symmetrized K2

the GAN divergence developed in Goodfellow et al etc

P x ground truth dist

goin O parameterized distribution OE

Goal Given 9711,22 An Px a iid carples
Learn O to minimize

agmin Df P Ago
0



where Df Algo gold f Patty dx

convex

Empler

a flu ulna Df pallgo P.fm en Ift
da

KL div

b flu Inn Df 1 901mA 911 dxreverse KL div

c flu Nu 1 Df1 1 Gen Nant do

squaredHellinger

d flu uti In E ulna

sensen Shannon Df 1 KL P.AM eg
symmetrized K2 KL 9061111712917

There are several others see 7



Legendre Fenchel

Dualityflx
CF a convex lower semi continuous function

this can be generalized to
other domains These notes
only present the simplestversion

fmathbbRrightarrowmathbbR

flefttrightsupleftutflefturightright
UE Domainft1

convex conjugate alca Legendre Fenihed dual of

f.Factsf is also convex and lower semicontinuous

ff

lefttuFlefttrightrightthereforefleftxrightsup
t Domainleftfright

tequivtleftnright

This duality applies to f divergences Specifically

Dfleftpqthetarightint_xqthetaleftxrightfleftfracpleftxrightgthetaleftxrightrightdx



gola sup
ftp.nainffy t.PE

F t dx

d
i

defends
on 75

Let I T X IR collation of functions

If sufficiently rich
1 see X Nguyen MWainwright Estimating divergence functionals

vestrisk minimization

pal 7 do goin Gmi d

Exur T x Ey g TCD

furthermore under reasonable conditions the inequality above

is tight when 7 G f Iffy



Summary min Df p n gola
OEO

1 Exp TCN Eng THD

Examples of the maximising T for various f

1 KL f a ulnu T a It In
112

2 reverse c flu Inu A
911

3 squared Hellinger flu a 1 flu 1

4 Jensen Shannon flu uti en 112
ulnu

That en
nsee 77 for more



Recall our primary difficulty with reverse KL

we do not have function access to px
71

Hence we use the dual form to address the

primal optimization problem to learn the generative

model got Motivated by dual equivalenie
we parameterize T x by

0,0 min max Exp Tp X

0

Ex go T 47

Note that the above min mass optimization does

not require function access to P as the
expectation can be estimated from samples

There are several approaches to solve the minnas

optimization We refer to 7 8 and many other tutorials

on algorithms e.g alterating gradient updates



Bank to VAES and Current
Status.Early

VAEs e.g 13 on

architecturaldesignchoice that was used

Pthetaleftxzrightprod_i1dNleftxileftuthetaleftzrightrightisigma2right
i e a factorized Gaussian dist that was

independent across coordinates With a alpha2 mean

square
loss this led to blurry images When

image edges are slightly perturbed while training
the mean square optimal strategy is to average
across images to fit muthetaleftcdotright leading to

blurriness.A
second design choice is a hierarchical latent

leftz1ldotszdright where Z1simNleft0Sigmaright and

zkzk1simNleftcdotcdotright
Such latents allow global features to be in

a different scale from local features e.g



shape of face vs a single eye lesh See
hierarchical VAEC suites NVAE Novean VAE

for more discussion

Stable Diffusion and Modem VAEs image VAE

Here the decoder as discussed earlier is

deterministic hThetaleftcdotright that simply is a pued
forward of the latent Z This network is

much deeper with residual network blocks and

attention allowing more complex transformation of
latent while preserving edge geometry across

pixels.In

effect there are enough degrees of freedom
to model sharply changing data

manifolds.Secondthe loss goes beyond alpha2 mean square

The loss has three components as below



alpha
reconstration

alphaalpha1leftcdotrightbetaalpha perceptre 1leftcdotrightgammaalpha adversarialleftcdotrightrangle

a image classifier
loss that penalizes structure

alpha1 i
pitied ly pitied absolute

loss
mismatch insteadof pixel level
e.g LPYPS store

an adversarial loss where a path based
discriminator evaluates if the decoder output

is c natural image It the decoder

produces a blurry image this loss marks it as

fake giving a high lose This term is

aGANloss and is learned during training PatchGAN

Open
Questionwhat

is a good VAE for language

Difficulties

A transformer as decoder is very powerful
and can lead to posterior collapse of the
latent



The geometry of language is highly non smooth

A change in a pieced by a small amount

only slightly changes the image A change in

one word completely changes the meaning of
a paragraph Also the forward KL is zero

avoiding meaning that in regions where the data

dist is zero the forward KL loss incentivizes

putting non zero density in order to cover all

modes In images this manifests as blurry

images due to smoothness of manifold in

language we get meaningless gibberish as

language is much less

smooth.Researchers
have tried various word embeddings

but the problem remains open



Posterior

CollapseWhat
is posterior collapse of a latent

Recall the ELBO

ELBOleftxthetaphiright

EzsimqphileftzxrightleftlnpthetaleftxzrightrightKLleftqphileftzxrightrleftzrightright
i fidelity of generationIii Compression of

latentPosteriorcollapse is when the second term becomes

identically 0 and for any x qphileftzxrightrleftzright
In other words the encoder maps east x

to the same mean variance of leftOIright
and the decoder completely ignores the Intent
when generating the output



Why does this happen

Suppose the diader is very powerful e.g an

autoregressive decoder

pthetaleftxzrightprod_t1Tpthetaleftxtx2tzright
sptilde prod_t1Tpthetaleftxtxtright

The decoder is AR and uses both previously

in the sequence decoded variable along with the

latent to determine the next variable However

the decoder is strong enough to predict

xt even without using Z In this case

the following could happen

1 Initially when training Z is not very useful

2 Decoder is strong enough to simply ignore Z

and uses xt to predict xt sequentially



3 Optimizer realizes that it can this drive
the KLleftqphileftzxrightrleftzrightright to O

becauseamore complete

for the decoder
qphileftzxright is not

useful4

KL hits zero and thus decoder decouples

from the latent

space.Howto fix this

kL annealing

LossleftxthetaphirighttEzsimqphileftzxrightleftlnpthetaleftxzrightrightbetatKLleftqphileftzxrightrleftzrightright

While training use betat0 at t0 and

gradually increase betat Thus ignore the KL
loss initially and only when the latent has
become more informative use the second term



KL thresholdig

second term masi lefttauKLleftqphileftzxrightrleftzrightrightright
i.e don't incentivize KLrightarrow0 because

below a threshold tau it does not affect

the loss

VQ VAE Instead of having a

continuous Gaussian latent use a learned
discrete space aka vector codebook as the

latent space Then insteadof KL have

a disinet loss vector quantization commitment

loss

In more detail the KL loss is replaced by
codebook loss

dVQleftsgleftEncleftxrighterightright22
betaleftEnileftxrightsglefterightright22
commitment loss



where Encleftxright is encoder output and

sgleftright is the stop gradient operator
e is the nearest neighbor in codebook

sgleftcdotright stop gradient

sgleftxrightx but
fracpartialpartialxsgleftxright0

in forward pass sgleftcdotright is a pass through

in backward gradient computation the sgleftcdotright is
ignored This comes from the non smooth

optimization literature in pytouth x detail

Codebook loss leftsgleftEnileftxrightrighteright2
Here during training the loss gradient does not

flow back to the encoder thus allowing the

model to move the codebook vector e closer
to tncleftxright but does not allow the
encoder to also try to move closer to e



Commitment loss leftEncleftxrightsgleftxrightright22
This part freezes the codebook vector e and
allows the entoder to move towards the
noo frozen e This pushes the encoder to
commit to a closest codebook entry thus

leading to clustering of various x values around

each codebook

entry.Image

credits

Oord et al Near IPS 2017

Lita Rout Google DeepMind


